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RL vs. Supervised Learning 

What makes RL different?  

• No supervisor feedback: learning from 

reward signal only.  

• Feedback signal is often delayed, not 

instantaneous.  

• Sequential aspect of decision making.  

• Agent is influencing the selection of 

training experience. 
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RL in the Real World 

• RL had lots of successes and is the 

learning method for embedded agents.  

• But: applications to real-world domains 

are few. 

• Major issues: 

– Scaling up to complex state-action space.  

– Lack of safety guarantees.  

 

 

Toy Problems vs Real World 
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Contents 

1. Brief Introduction to RL. 

2. Scaling up RL with (potentially 

incorrect) Abstract MDPs. 

3. Assuring safety properties with 

quantitative verification and AMDPs. 

 

 

What’s ahead 
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1. A brief Introduction to RL 
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Modelling the Environment 

Markov Decision Process 
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Markov Decision Process (MDP) 

Definition 
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A (single-agent) MDP is a tuple (S,A,p,R) where: 

 

• S is a set of states  

• A is a set of actions 

• p: S  A  S  [0,1]  specifies the transition 

probabilities between states.  

• R: S  A    specifies the reward for each 

state-action pair.  

 

Note: deterministic transition function : S  A  S 



RL Output 

Optimal Policy 
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Goal: learn an optimal policy : S  A  

Evaluation of policy via discounted cumulative 

reward:   V(st) = i  0 
i rt+i 

where:  

• 0   < 1  is a discount factor ( = 0 means that 

only immediate reward is considered). 

• rt+i is the reward at time t+i determined by 

performing actions specified by policy  



Optimal Policy 

Definition 
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Goal: Agent learns policy  that maximizes V(s) 

for all states s. 

 

Optimal policy * = argmax V
(s)  for all s. 

 

Notation: V*(s) = V*(s) 



Q Learning 

An RL Algorithm 

Use Q(s,a) values instead of V(s):  V*(s) = maxa' Q*(s,a') 

 

For each state s and action a do { 

       Q'(s,a) = 0; 

} 

Do forever { 

    Select action a and execute it in current state s;  

    r = reward received; 

    s' = new state; 

    Q(s,a) = (1-) Q(s,a) +  (r +  maxa' Q(s',a')) 

    s = s'; 

} 
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Exploration vs. Exploitation 

Speeding up RL 
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• Exploration: choose actions that gather 
information on the environment. 

• Exploitation: choose actions which have (so 
far) shown to lead to large rewards.  

• Exploration (action selection) strategy: 
controlling the trade-off between exploration 
and exploitation.  

• Shift gradually with time from exploration to 
exploitation. 

• -greedy, Boltzmann 



2. Scaling up RL with 

Abstract MDPs and Reward 

Shaping 
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Knowledge-guided RL 
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knowledge 

goal 

initial state 

Exploration focused 

around knowledge 

Random exploration 

Our focus: Reward Shaping 

Use expert knowledge to guide exploration.  



Knowledge-based RL (KBRL) 
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Domain  

Knowledge 

Reinforcement 

Learning 

Revise Guide 
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Target Domain Properties 
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• Domain knowledge on abstract level is 

available.  

• Manual translation of knowledge into effective 

low-level policy is not feasible. 

• Examples:  

– Autonomous cars. 

– Automated factory control.  

• Main question: How can knowledge be 

represented and incorporated in RL? 

 



Reward Shaping 
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Reward Shaping adds an agent-internally 
computed bonus (or penalty) ρ to the observed 
reward:  

 

Q(s,a) = Q(s,a) + (r + ρ +  Q(s’,a’) – Q(s,a)) 

 

ρ can be a function of s, (s,s’) or (s,a,s’,a’) 

 



Reward Shaping 

Example: MDP without shaping 
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Reward Shaping 

Example: MDP with shaping 
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Potential-based Reward Shaping 
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Problem: shaping may change optimal policy 

 

Solution: (s) denotes “potential” of state s. 

 

Potential-based reward shaping (Ng et al. 99): 

            ρ  = F(s,s’) =  (s’) – (s). 

 

Q(s,a) = Q(s,a)+ (r + F(s,s’) +  Q(s’,a’) – Q(s,a)) 



Potential Function 

Example 
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Potential-based Reward Shaping 

• PBRS does not change optimal policy [Ng et 

al. 99].. 

• In fact: PBRS is equivalent to Q function 

initialization [Wiewora 03].  

• Also holds for multi-agent case [Devlin & 

Kudenko, 2011].  

• Dynamic PBRS does not change optimal 

policy [Devlin & Kudenko, 2012].  

 

 

Theoretical Properties 
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Knowledge and Reward Shaping 
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• How can knowledge be translated into a reward 
shaping signal?  

• Learning with two value functions. 

• Q-function for actual (ground) learning with 
desired resolution. 

• V-function for high level learning with abstract 
representation (Abstract MDP). 

• High level V-function as a potential for ground 
learning. 

 



AMDP-based Reward Shaping 
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AMDP optimal policy 



Example 



AMDP-Shaping: results 



Knowledge Revision 
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• AMDP knowledge on transitions may be 

incorrect. 

• Examples: missing doorways or flags, incorrect 

transition probabilities between rooms, unknown 

doorways. 

• Idea: update transition probabilities during 

learning.  

 

 



AMDP-Shaping: results 



3. Assured RL 
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Need for RL safety guarantees 



RL Safety 
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• Past work on safe RL [Garcia & 

Fernandez, 2015] focuses on specifying 

reward bounds. 

• In contrast, our approach establishes safe 

policies with a wider range of safety 

specifications.  

 

 



Our Approach 



Quantitative Verification (QV) 
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• A formal verification technique used to establish the 

safety, reliability and performance properties of 

stochastic models (e.g. MDPs). 

• Temporal logics, e.g. probabilistic computation tree logic 

(PCTL), are used to specify properties. 

o PCTL allows rich expressiveness of system properties. 

• Examples of such properties include: 
o “Vehicle battery power should last for the entire mission with a 

probability >0.95.” 

o “The probability that event A occurs before event B must be ≤0.1.” 

o “The cost of running a process must be less than 5 units of energy.” 

• QV is computationally expensive, but feasible for 

AMDPs. 

 



Assured RL (ARL) Stages 
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1. Construction of an AMDP: A parameterised AMDP is 

formed from the RL MDP. 

2. Abstract policy synthesis: AMDP policies are generated 

and verified with QV from constraints and optimization 

criteria. Safe policies are stored and a Pareto-front is 

generated. 

3. Safe learning: An abstract policy is translated into state-

action constraints for the RL MDP. The RL agent then 

learns an optimal policy that complies with the problem 

constraints. 

 

 



Case Study 1 

Area Transitions Detection Probability 

HallA ↔ RoomA 0.06 

HallB ↔ RoomB 0.05 

HallB ↔ RoomC 0.05 

RoomC ↔ RoomE 0.07 



CS 1: Abstract Policy Synthesis 
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• Constraints:  

– C1: The probability that the agent reaches the 

‘goal’ area should be at least 0.75. 

– C2: The agent should cumulate more than two 

flags before it reaches the goal area. 

• Optimization criteria:  

– Maximize probability of reaching the goal. 

– Maximize number of flags collected 
 

 



Experiment Setup 
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• 14 safe abstract policies were identified from a 

set of 10,000.  

• Of these, 3 were selected from the Pareto-front 

for use in ARL experiments.  

• A baseline experiment without ARL was also 

conducted for comparison 

• To ensure that results are statistical significant 

each experiment was repeated 5 times and each 

learned policy was evaluated 10,000 times. 
 

 



Case Study 1: Results 

Baseline experiment. ARL experiments. 



Case Study 2 
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• Dementia patient assistance system [Boger et al. 

2006]:  

– Voice prompts for help washing hands.  

– Possibility to call care giver.  

 

 
 

 



CS 2: Abstract Policy Synthesis 
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• Constraints:  

– C1: The probability that the caregiver provides 

assistance should be at least 0.05. 

– C2: The probability that the caregiver provides 

assistance should be at most 0.2. 

• Optimization criteria:  

– O1: The stress to the patient, i.e. number of 

prompts given to them, should be minimized 

 



Case Study 2: Results 

Baseline experiment. ARL experiments. 



Summary 
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• Abstract MDPs are useful for: 

– Scaling up RL with reward shaping. 

– Assuring RL safety properties.  

• But: AMDPs currently need to be defined 

manually.  

• Future work:  

– Automated abstraction of MDPs. 

– Knowledge revision for assured RL. 

– Extension to Multi-agent RL. 

 



Questions?  
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